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Abstract

This paper describes an obstacle detection and tracking algorithm applied to multibeam forward-looking sonar
images. It is used by an obstacle avoidance system to be fitted in a Remotely Operated underwater Vehicle
(ROV). The real-time data flow from the sonar output is represented as an image and pre-processed (smoothing
filters, region-based segmentation and feature extraction) by the system to identify possible obstacles. Region-
based segmentation has been chosen due to the noisy nature of sonar images, where line and point features are
difficult to detect. The obstacles are then tracked by applying a Kalman filter to each one. We use a nearest
neighbour algorithm to associate new predictions to new obstacles in the scene. In subsequent frames the pre-
processing phase is optimised by limiting the amount of processed data to those parts of the images where
the obstacles are predicted to appear. New obstacles are also constantly being detected by less cumbersome
segmentation methods (subsampled images, smaller window smoothing, and simple thresholding). The algorithm
performs consistently well using real data sets from two different sonar sensors. A major constraint for the system
was to perform in real-time. Indeed, previous work in the Ocean Systems Laboratory, Heriot-Watt University,
based in standard vision optical flow techniques proved to be too costly in terms of processing power. These
problems have now been solved without jeopardising the quality of the results. We present results of tracking
using real data sets and discuss possible implementations.

1 Introduction

In water, acoustic sensors have proved to be the most popular choice. Electromagnetic waves attenuate far more
rapidly in this medium and their working range is greatly reduced. Although cameras and lasers are extensively
used for certain applications, their working ranges are typically well below five meters. For this reason, forward-
looking scanned sonars are used for a varied number of underwater applications, such as obstacle avoidance,
mid-water mine detection and surveillance. These sonars display plan position indicator (PPI) images of acoustic
energy returns as brightness levels. Modern devices use an array of hydrophones which allows for much faster
updates of images [1]. They are preferred to older mechanically scanned devices taking several seconds for each
scan [2].

The Ocean Systems Laboratory has been involved in the development of both automatic classification of objects
(divers, ROVs, etc.) [3, 4] and obstacle avoidance systems using forward-looking multibeam sonar images [5].
Essential to these applications are the detection, tracking and motion estimation of objects/obstacles in a sonar
image sequence. An early approach that tackled the tracking and motion estimation was proposed by Hallam
[6]. He demonstrates a system that tracks point-features by means of a single Kalman filter. This system could
deal with moving objects and would be used to find the position of an Underwater Vehicle (UV). The system
was demonstrated with encouraging simulation results.

A novel method for tracking returns from a multibeam forward-looking sonar was developed by Lane et al. [7] in
the Ocean Systems Laboratory. The approach works by segmenting high intensity returns into regions. Optical
flow calculations are then performed on these regions to obtain magnitude and direction motion estimates.
Matches of these motion estimates are then used as a basis for identifying corresponding targets in adjacent
scans.

The literature of subsea sonar image processing, to our knowledge, does not include many other approaches.
Carpenter [8] presents an approach for tracking returns from a forward looking sonar with the aim of performing
concurrent mapping of the environment and localisation of an underwater vehicle. This approach uses decoupled
extended Kalman filters associated to regions of strong bottom backscatter. It was tested in real conditions and
showed promising results.

1The authors are with the Department of Computing and Electrical Engineering, Heriot-Watt University, Edinburgh, Scotland
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Also of interest is the approach proposed by Moran et al. {9], who use a high-frequency profiling sonar to sense
the environment. Tracking is then performed by means of a Multiple Hypothesis Tracking (MHT) algorithm.
This approach is used to perform curved shape reconstruction of objects in a water tank. It is limited by the
chosen sensor, as only a limited region can be sensed at each iteration.

The system that we proposé uses standard image processing algorithms to detect objects in the scene, extract
features from these objects and use these features to perform the association between subsequent frames, thus
improving the segmentation of the objects. Tracking is performed by means of decoupled Kalman filters.

The outline of the paper is as follows. The detection and tracking module are first described. Results are then
presented. Finally a conclusion is presented along with an explanation of our future work.

2 System Specifications

2,1 System Overview

LCoaxsc Seyncmalﬂ ——---( Seun::)h;xionof ]-.—.... Segmentation
S
L Feature Extraction J LFcalurc Emulion] Feature Extraction
[ Initialise Tracks J‘--—’ e Associate Tracks ]’
_______________________ .. Tracking & Data
Association

L Set new ROIs }--———-

k)

Regions of Interest

e WK#1)
Figure 1: Overview of the object detection and tracking module

A diagram illustrating the operation of the algorithm is shown in Figure 1. The algorithm initially searches
for objects by means of a coarse segmentation, for each object found features are extracted and a new Kalman
filter is initialised and associated to that measurement. A region of interest (ROI) is set such that in subsequent
frames a more detailed segmentation can be applied to those areas in the image where we expect the objects to
be. The procedure followed for returns found in the ROIs is similar, with the exception that targets in the ROI
will most probably fall under the category of tracked objects and must be associated to already formed tracks
so that their Kalman filters can be updated. A detailed explanation of the different modules in the algorithm
follows.

2.2 Segmentation

The segmentation aims to find objects in a sonar image. The output from the segmentation consists of a list of
objects and the coordinates of all the pixels belonging to each object.

2.2.1 Coarse Segmentation
This module detects possible objects in the input sonar images. This module filters the image, to reduce the

amount of impulse noise common to all multibeam forward-looking sonar images. This is followed by thresholding
and region grouping of high intensity returns.

o Filter: The filter used is a Gaussian filter of mask size 7 x 7. ‘This filter was proven to be a good compromise
between quality and speed, for typical image sizes of 490 x 736 pixels.
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e Threshold: We have used an automatic thresholding technique which uses the image histogram to derive
the value of the threshold. This technique assumes that the size of the objects in the image can be
predicted. The output from the threshold is a binary image.

¢ Region Grouping: Neighbouring pixels are grouped such that they belong to the same object. This is done
by assuming eight-connectivity.

2.2.2 Segmentation of ROIs

This module segments the objects in a previously defined ROIL. A ROI is formed in each frame and centered
around objects according to their tracks. The segmentation performed in the ROIs is more elaborate than the
coarse segmentation:

e Filter: The filter used is a median filter of mask size 7 x 7.

e Threshold: A double threshold is applied. The values of which are obtained from the histogram of the
image. The double threshold uses eight-connectivity to define the neighbourhood of the pixels. The output
from the double threshold is a binary image.

e Region Grouping: Neighbouring pixels are grouped such that they belong to the same object, this is done
by assuming eight-connectivity.

2.3 Feature Extraction

This module extracts features from the objects found by the segmentation modules. These features are area,
position and orientation. These features are subsequently used to track the objects reliably.

2.4 Tracking

Most efforts have been dedicated to developing a robust tracking algorithm. Multibeam sensors offer an update
rate of a considerably high number of frames per second (the Seabat 6012 can produce 30 frames per second for
a range of 10 meters). Whereas ROV speeds are normally not in excess of 1.5 knots (0.772 m/s). The objects’
dynamic behaviour can therefore be modeled by a simple linear model. It is for this reason that we have chosen
the Kalman filter [10] as our tracking tool. This model works well with simulated data where updates are always
available and noise is minimal. Real data presents the following challenges:

e (A1) Objects may disappear and reappear from regions other than the image edges, as objects drop in and
out vertically from the sonar fan beam.

o (A2) Single objects may split into several, due to shadowing or sidelobe pick-up at short ranges.

These problems are addressed by our data association algorithm. The Kalman filter and data association are
now explained.

2.4.1 Initialise Tracks

Each new object initialises a new Kalman filter. Each filter has a state vector x(k) comprised by z and v, the
objects coordinates in the sonar’s reference frame, and their associated first and second derivatives, and state a,
the objects area:

x(k)=[ztiyyial” 1

A single Kalman filter integrating all the objects in order to take into account the correlation between them would
lead to computationally expensive tracking. We therefore chose decoupled filters to maintain the computational
requirements at a minimum.
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The state model is given by:

x(k + 1) = M(k)x(k) + w(k) @)

and the observation model takes the form:

z(k) = H(k)x(k) + v(k) 3)

where the random processes w(k) and v(k) represent respectively the process and measurement noises. These
are assumed independent, white, and with normal probability distributions of respective covariance matrices
Q(k) and R(k).

The linear model which we implement is of the form (note that the area is assumed constant):

1 At (1/2)At2 0 0 0 0
0 1 At 0 0 0 0
0 0 1 0 0 0 0
M) =10 0 0 1 At (1/2)A8% 0 (4)
0 0 0 0 1 At 0
0 0 0 0 0 1 0
0 0 0 0 0 0 1
and the observation matrix we adopt is the following:
100 00 00O
Hk)={0 0 0 1 0 0 0 (5)
00 0 0 00 1

2.4.2 Update Tracks

If a track is correctly associated to a new measurement then this track is updated. The technique used to update
a track is the standard Kalman filter approach [10]: First the Innovation covariance S(k) is computed. The gain
(blending factor) X(k) can thus be found. The gain is then used to update both the state vector x(k) and its
associated covariance P(k). The model M(k) is then applied to form the predictions for both the state vector
%(k + 1) and its covariance P(k + 1).

Tracks that have no measurement associated to them are updated by creating a prediction using the model M (k)
and the estimate %X(k — 1). For these tracks the covariance matrix is left unchanged.

2.4.3 Associate Tracks

Data association is fundamental when dealing with multiple targets: new measurements must be reliably asso-
ciated to stored tracks. The literature reports on many algorithms [11], including the Joint Likelithood Method
(JLM) for track formation [12] (an extension of the track-split approach for multiple targets), the Joint Prob-
abilistic Data Association Filter (JPDAF) [13], and the MHT filter [14] are amongst the most common. Both
the JLM and the MHT demand prohibitive amounts of memory for storing the possible tracks. The JPDAF
requires that the number of targets are known a priori. None of these filters appropriately model the behaviours
pointed out previously (A1, A2). Our approach is outlined below:

1. Calculate the normalised Innovation between all the measurements and the predicted positions, where the
normalised Innovation « is:

v = (2(k) - H(k)X(k = 1))TS(k) " (2(k) — H(k)&(k - 1)) (6)
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2. For each track select the observations that

e either fall within the chosen validation gate for the Kalman filter (i.e. v < v where v is a given
threshold), or

e intersects the tracked object.
3. From the selected observations select those whose areas are compatible in size.
4. Prune the selected observations as follows:

o If a single observation has been selected as a possible update, update the track.
e It two or more observations have been selected, choose the closest one minimising,

min ((x(i(k - 1) — z(z(k)) -2f- (yx(k—1)) - y(Z(k))))

M

o If no observations have been selected, there might have been a split or a merge (A2). Aggregate
the closest two observations which comply with step 2 and go to step 3. If new aggregate object is
selected update the track.

e Ifno new observations are found, update the track without an observation. The object mlght disappear
from regions other than the image edges (A1)

¢ Initialise a new filter for all the observations that have not been assigned a track.

2.5 Regions of Interest

ROIs are set around detected objects. The centre of a ROI is set according to the Kalman filter prediction. The
size of a ROI is increased by taking into account the uncertainty in the objects position and area given by the
Kalman filter associated to the object.

3 Results

. The algorithm has been tested with data sets from different sensors. The first data set was generated using a
forward-looking sonar simulator [15] developed in Heriot-Watt as an extension to previous work which created
a realistic sidescan simulator [16]. The advantage of using this data is that it can be easily ground truthed and
the Kalman filter consistency tested. Figure 2. shows the first frame and last frame in a sequence of 50 frames,
assumning an update rate of nine frames per second. The sequence simulates a ROV moving towards a target.
The track of the object (thick line) and the estimated direction of travel (thin line) are superimposed.

Figure 2: Simulator raw data with tracking superimposed: First and last frame

The next data set was acquired with a multibeam forward-looking Seabat 6012 from Reson. The sequence shown
was obtained during trials in Oban, in the west coast of Scotland. The target being followed is a diver swimming
from left to right in the image. Figure 3. shows the first and last frame from a sequence of 32, obtained at a
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Figure 3: Seabat 6012 raw data with tracking superimposed: First and last frame

rate of 5 frames per second. The track of the diver (thick line) and the estimated direction of travel (thin line)
are superimposed.

The final sequence has been obtained using a multibeam sonar developed at Florida Atlantica University in the _
Department of Ocean Engineering. The sequence illustrates real underwater conditions. Figure 4. shows the
first and the last frame from a sequence of 90, obtained at a rate of nine frames per second. The tracks for
various tracked objects can be seen (thick lines) and their estimated direction of travel is also shown (thin lines).

Figure 4: Florida Atlantic University Multibeam Sonar raw data with tracking superimposed: First and last
frame

The full sequences in MPEG format are available through the Internet at http://www.cee.he.ac.uk/~aramis/
resources/. Also available are results showing the obstacle avoidance system which uses this algorithm. Other
applications that will benefit from this work are object recognition systems, and simultaneous mapping and
localisation systems.

4 Conclusions and Future Work

Our approach has shown that with a high update rate a simple filter can track objects in forward-looking sonar
images. Work has already started to improve the segmentation (we are currently developing a k-means based
statistical method). Work is also in progress to develop an optimal MHT with decoupled Kalman filters. Consis-
tency measurements for the filters are close to being completed using the forward-looking sonar simulator. This
system will eventually be implemented as the basis for simultaneous mapping and localisation of an underwater
vehicle.
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